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• Traditional photography: 
- optics focuses optical array  

onto sensor 
- chemistry records final image 

• Digital photography 
- optics focuses optical array  

onto sensor 
- digital sensor records final image



Computational Photography
• Arbitrary computation between the optical 

array and the final image 
• Data recorded by sensor is not the final image

Generalized imaging Lots of computation Final image



Computational Photography
• Arbitrary computation between optical array and final 

image (or final medium) 
• Post-process after traditional imaging 

- a.k.a. image processing (maybe more interactive) 
- But also combine multiple images to overcome limits of  

traditional imaging (HDR, panorama) 
• Design imaging architecture together with computation 

- Computational cameras, computational illumination, coded 
imaging, data-rich imaging 

• Extract more than just 2D images 
• New media (panorama, photo tourism)



Comp Photo 
@MIT



Tone mapping
• One of your assignments!

Before After

http://www-users.mat.uni.torun.pl/~olka/
http://www.loc.gov/exhibits/empire/


Lattice focal lens
• Maximize depth of field 
• All depths are blurry 
• Computation to decode 
• Co design of lens & computationOnline Submission ID: 0465

4D Frequency Analysis of Computational Cameras for Depth of Field Extension

Standard lens image Our lattice-focal lens: input Lattice-focal lens: all-focused output

Figure 1: Left: Image from a standard lens showing limited depth of field, with only the rightmost subject in focus. Center: Input from our
lattice-focal lens. The defocus kernel of this lens is designed to preserve high frequencies over a wide depth range. Right: An all-focused
image processed from the lattice-focal lens input. Since the defocus kernel preserves high frequencies, we achieve a good restoration over the
full depth range.

Abstract1

Depth of field (DOF), the range of scene depths that appear sharp2

in a photograph, poses a fundamental tradeoff in photography—3

wide apertures are important to reduce imaging noise, but they also4

increase defocus blur. Recent advances in computational imaging5

modify the acquisition process to extend the DOF through decon-6

volution. Because deconvolution quality is a tight function of the7

frequency power spectrum of the defocus kernel, designs with high8

spectra are desirable. In this paper we study how to design effective9

extended-DOF systems, and show an upper bound on the maximal10

power spectrum that can be achieved. We analyze defocus kernels11

in the 4D light field space and show that in the frequency domain,12

only a low-dimensional 3D manifold contributes to focus. Thus,13

to maximize the defocus spectrum, imaging systems should con-14

centrate their limited energy on this manifold. We review several15

computational imaging systems and show either that they spend en-16

ergy outside the focal manifold or do not achieve a high spectrum17

over the DOF. Guided by this analysis we introduce the lattice-focal18

lens, which concentrates energy at the low-dimensional focal man-19

ifold and achieves a higher power spectrum than previous designs.20

We have built a prototype lattice-focal lens and present extended21

depth of field results.22

Keywords: Computational camera, depth of field, Light field,23

Fourier analysis.24

1 Introduction25

Depth of field, the depth range over which objects in a photograph26

appear acceptably sharp, presents an important tradeoff. Lenses27

gather more light than a pinhole, which is critical to reduce noise,28

but this comes at the expense of defocus outside the focal plane.29

While some defocus can be removed computationally using decon-30

volution, the results depend heavily on the information preserved31

by the blur, as characterized by the frequency power spectrum32

of the defocus kernel. Recent advances in computational imag-33

ing [Dowski and Cathey 1995; Levin et al. 2007; Veeraraghavan34

et al. 2007; Hausler 1972; Nagahara et al. 2008] modify the image35

acquisition process to enable extended depth of field through such36

a deconvolution approach.37

Computational imaging systems can dramatically extend depth of38

field, but little is known about the maximal frequency magnitude39

response that can be achieved. In this paper, we use a standard40

computational photography tool, the light field, e.g. [Levoy and41

Hanrahan 1996; Ng 2005; Levin et al. 2008a], to address these is-42

sues. Using arguments of conservation of energy and taking into43

account the finite size of the aperture, we present bounds on the44

power spectrum of all defocus kernels.45

Furthermore, a dimensionality gap has been observed between the46

4D light field and the space of 2D images over the 1D set of depths47

[Gu et al. 1997; Ng 2005]. In the frequency domain, only a 3D48

manifold contributes to standard photographs, which corresponds49

to focal optical conditions. Given the above bounds, we show that50

it is desirable to avoid spending power in the other afocal regions51

of the light field spectrum. We review existing camera designs and52

find that some spend significant power in these afocal regions, while53

others do not achieve a high spectrum over the depth range.54

Our analysis leads to the development of the lattice-focal lens—a55

novel design which allows for improved image reconstruction. It56

is designed to concentrate energy at the focal manifold of the light57

field spectrum, and achieves defocus kernels with high spectra. The58

design is a simple arrangement of lens patches with different focal59

powers, but the patches’ size and powers are carefully derived. The60

defocus kernels of a lattice-focal lens are high over a wide depth61

range, but they are not depth invariant. This both requires and en-62

ables coarse depth estimation. We have constructed a prototype and63

demonstrate encouraging extended depth of field results.64

1.1 Depth of field evaluation65

Similar to previous work, we focus on Lambertian scenes and as-66

sume locally constant depth. The observed image B of an ob-67

ject at depth d is then described as a convolution B = φd ⊗ I+N,68

where I is the ideally sharp image, N is the imaging noise, and69

φd is the defocus kernel, commonly referred to as the point spread70

function (PSF). The defocus PSF φd is often analyzed in terms of71

its Fourier transform φ̂d , known as the optical transfer function72

(OTF). In the frequency domain, convolution is a multiplication73

B̂(ω) = φ̂d(ω)Î(ω)+ N̂(ω) where hats denote Fourier transforms.74

In a nutshell, deblurring divides every spatial frequency by the ker-75

nel spectrum, so the information preserved at a spatial frequency ω76

depends strongly on the kernel spectrum. If |φ̂d(ω)| is low, noise is77

amplified and image reconstruction is degraded. To capture scenes78

with a given depth range d ∈ [dmin,dmax], we want PSFs φd whose79
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Figure 12: Our prototype lattice-focal lens and PSFs calibrated at
three depths. The prototype attaches to the main lens like a stan-
dard lens filter. The PSFs are a sum of box filters from the different
subsquares, where the exact box width is a function of the deviation
between the subsquare focal depth and the object depth.

depth also specifies the location of the xy light field plane. The DOF499

is defined by the range [dmin,dmax] corresponding to slopes ±S/2.500

From Eq. (2), the depth range can be expressed as do/(1± S/2),501

yielding a DOF of [35,∞]cm for S = 2 and [66.2,74.3]cm for502

S = 0.1. The pixel size in the light field is Δ = Δ0/M, where503

M = f/(do− f ) = 0.13 is the magnification. We set the effective504

aperture size A to 1000Δ = 1000Δ0/M = 50.6mm, which corre-505

sponds to f/1.68.506

5.2 Implementation507

Hardware construction: To demonstrate our design we have508

built a prototype lattice-focal lens. As shown in Figure 12, our509

lattice-focal lens mounts to a main lens using the standard threaded510

interface for a lens filter. The subsquares of the lattice-focal511

lens were cut from spherical plano-convex lens elements using a512

computer-controlled saw.513

By attaching our lattice-focal lens to a high-quality main lens514

(Canon 85mm f1.2L), we reduce aberrations. Since most of the fo-515

cusing is achieved by the main lens, our new elements require low516

focal powers, and correspond to very low-curvature surfaces with517

limited aberrations (in our prototype, the subsquare focal lengths518

varied from 1m to 10m).519

In theory the lattice-focal element should be placed in the plane of520

the main lens aperture or at one of its images, e.g. the entrance or521

exit pupils. To avoid disassembling the main lens to access these522

planes, we note that a sufficiently narrow stop in front of the main523

lens redefines a new aperture plane. This lets us attach our lattice-524

focal lens at the front, where the stop required to define a new aper-525

ture still let us use 60% of the lens diameter.526

The minimal subsquare size is limited by diffraction. Since a527

normal lens starts being diffraction limited around an f/12 aper-528

ture [Goodman 1968], we can fit about 100 subsquares within an529

f/1.2 aperture. To simplify the construction, however, our pro-530

totype included only 12 subsquares. The DOF this allowed us to531

cover was small and, as discussed in Sec. 5.1, in this range the532

lattice-focal lens advantage over wavefront coding is limited. Still533

our prototype demonstrates the effectiveness of our approach.534

Given a fixed budget of m subsquares of a given width, we can in-535

vert the arguments in Sec. 4 and determine the DOF it can cover in536

the optimal way. As illustrated in Figure 8(b), for every point in the537

optimal DOF, there is exactly one subsquare achieving defocus di-538

ameter of less than 1 pixel. This constraint also determines the focal539

length for each of these subsquares. For our prototype we focused540

the main lens at 180cm and chose subsquare focal lengths covering541

a depth range of [60,180]cm. Given the limited availability of com-542

mercial plano-convex elements, our subsquares’ coverage was not543

perfectly uniform. However, for a custom-manufactured lens this544

would not be a limitation.545

Calibration: To calibrate the lattice-focal lens, we used a planar546

white noise scene and captured a stack of images at varying depths.547

Given a blurred and sharp pair of images Bd , Id at depth d, we548

solved for the kernel φd minimizing |φd ⊗ Id −Bd |. We show the549

recovered PSF at 3 depths in Figure 12. As discussed in Sec. 4, the550

PSF is a superposition of boxes of varying sizes, but the exact ar-551

rangement of boxes varies with depth. For comparison, we did the552

same calibration using a standard lens as well.553

Depth estimation: Given the calibrated per-depth PSFs, we de-
blur an image using sparse deconvolution [Levin et al. 2007]. This
algorithm computes the latent image Id as

Id = argmin
I

|φd ⊗ I−B|2+λ∑
i

[

ρ(gx,i(I))+ρ(gy,i(I))
]

, (28)

where gx,i,gy,i denote horizontal and vertical derivatives of the i-th554

pixel, ρ is a robust function, and λ is a weighting coefficient.555

Since the PSF varies over depth, rough depth estimation is required
for deblurring. If an image region is deconvolved with a PSF cor-
responding to the incorrect depth, the result will include ringing
artifacts. To estimate depth, we start by deconvolving the entire
image with the stack of all depth-varying PSFs, and obtain a stack
of candidate deconvolved images {Id}. Since deconvolution with
the wrong PSF leads to convolution error, we can locally score the
explanation provided by PSF φd around pixel i as:

Ei(d) = |Bi− B̃d,i|2+λ
[

ρ(gx,i(Id))+ρ(gy,i(Id)
]

, (29)

where B̃d = φd ⊗ Id . We regularize the local depth scores using556

a Markov random field (MRF), then generate an all-focus image557

using the Photomontage algorithm of Agarwala et al. [2004].558

Results: Figure 13 shows all-focus images and depth maps cap-559

tured using our lattice-focal lens (more results are available in the560

supplementary file). Since the MRF of Agarwala et al. [2004] seeks561

invisible seams, the layer transitions usually happen at low-texture562

regions and not at the actual object contours. Despite the MRF’s563

preference for piecewise-constant depth structures we still can han-564

dle continuous depth variations, as shown in the rightmost column565

of Figure 13.566

The results in Figure 13 were obtained fully automatically. How-567

ever, depth estimation can fail, especially next to occlusion bound-568

aries, which presents a general problem for all computational569

extended-DOF systems [Dowski and Cathey 1995; Nagahara et al.570

2008; Levin et al. 2007; Veeraraghavan et al. 2007]. While a prin-571

cipled solution to this problem is beyond the scope of this paper,572

most artifacts can be eliminated with simple manual layer refine-573

ment. Relying on depth estimation in the decoding of a lattice-focal574

lens is a disadvantage compared to depth-invariant solutions, but it575

also allows coarse depth recovery. In Figure 14 we used the rough576

depth map to synthetically refocus a scene post exposure.577

In Figure 15 we compare the reconstruction using our lattice-focal578

lens with a standard lens focused at the middle of the depth range579
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Input  image



Hallucination at different time
Day Blue hour

Golden hour Night



Synthetic time-lapse



Computational Bounce Flash

• Murmann et al. 
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With a bit of portable Halide code you get

faster matrix multiply than Eigen 
faster Gaussian blur than Intel Performance 
Primitives
faster Fourier transform than FFTW
faster Local Laplacian than Adobe’s

Plus
it runs on device and in the cloud
is supported on Linux, Windows, OSX, iOS, 
Android 



Real-world adoption

G Photos auto-enhance 
Data center 
Android 
Browser

open source at http://halide-lang.org

Google
> 200 pipelines 
   10s of kLOC in 

HDR+ 
Glass 
Nexus devices

Halide 
touches every 
video 
uploaded. 
65B frames/

http://halide-lang.org






The class



Staf
• Instructor: Frédo 
• TAs:, Camille, Helena, Angelina, Arvind 

• Office hours:  
- Fredo : Thursday 4-5pm in 32-D424 
- TAs: Mon 4-5, Tues 5-6, Wed 5-7 in 24-321 

• Use Piazza for any communication



Practical details
• Piazza: slides, questions 

- https://piazza.com/mit/fall2025/683701/    
- Won’t answer technical questions by email 
- Can be anonymous if  you’re shy 
- Sign up!  

• Magical system: psets 
- http://miki3.csail.mit.edu/student/ 
- You will get accounts soon 

• No textbook

https://piazza.com/mit/fall2025/683701/
http://miki3.csail.mit.edu/student/


Grading
• 100% of the grade: assignments 

• 6.8370 (grad): extra questions + 1 paper review 

• Standard cutoffs:  
- >90% => A 
- >80% => B 
- >70% => C 
- >60% => D



Pset weights
• 0 has weight 0 
• Auto pano + blending has weight 2 
• NPR has weight 1.0 
• Choose your own has weight 1.5 
• Ethics writeup has weight 0.25 
• All others have weight 1(including morphing) 

• Normalize by sum of weights, of course. 



Assignments
• Every week, then every two weeks 

- See schedule 
- Due Wednesdays at 9pm.  

• Mostly programming 
- C++ 

• Turn in code, images, readme 
• Collaboration policy:  

- Chatting is encouraged 
- Code must be written alone 
- AI assistants can be consulted but cannot write your 

code



Pre-reqs
• You are not expected to know C++ 

- The first few p-sets will ramp up your skills 
• You are expected to know programming 

- Pre-req: 6.1010 
- Including object-oriented programming 

• Basic knowledge of math (18.02) 
- Basic linear algebra, derivatives of  functions of  

multiple variables



Policies
• Collaboration 

- You are welcome and encouraged to chat about assignments  
- Code must be written on your own 

• Late 
- 3 late days for the semester 

- No fractional late days (i.e. 1.01 late days = 2 late days) 
- A dean note is required to get an extra extension for medical 

reasons 
- More generous for last problem set



Al Assistants Policy
• Our policy for using ChatGPT and other Al assistants is identical to our 

policy for using human assistants.  
• This is an Al class and you should try out all the latest Al assistants 

(they are pretty much all using deep learning). It's very important to 
play with them to learn what they can do and what they can't do. 
That's a part of the content of this course.  

• Just like you can come to office hours and ask a human questions 
(about the lecture material, clarifications about pset questions, tips for 
getting started, etc), you are very welcome to do the same with Al 
assistants. 

•  • But: just like you are not allowed to ask an expert friend to do your 
homework for you, you also should not ask an expert Al.  

• • If it is ever unclear, just imagine the Al as a human and apply the 
same norm as you would with a human.  

• • If you work with any Al on a pset, briefly describe which Al and how 
you used it in the notes of the pset (a few sentences is enough).

Plagiarized from Vision class



Assignments turn in
• Magical submission system 

- Put all in a zip file 
• Form 

- How long it took 
- Potential issues with your solution and explanation of  partial 

completion (for partial credit) 
- Collaboration acknowledgement  

(but again, you must write your own code) 
- What was most unclear/difficult 
- What was most exciting 

• Source code (always!) 
• Image results (sometimes)



Computer-Aided Grading
• We will grade (semi) automatically 

- unit tests per question/function 
- cluster by output 
- all members of  a cluster get the same score/comment 

• The submission system will test that your code 
compiles 
- but submit early to avoid overloading the system.  

• There will be an appeal process if you feel there 
is a mistake with the grading 

• You’ll get accounts soon



Textbook (lack thereof)
• No textbook required 
• Lots of resources on the net 
• Siggraph course notes 

- http://web.media.mit.edu/~raskar/photo/ 
• Will post lectures slides 
• Links to articles in slides

http://web.media.mit.edu/~raskar/photo/


Questions?



Introductions
• Who are you? 
• What do you know about photography? 
• Why you want to take this class?



• Course VI? 
• know typescript, C, C++, swift 
• 6.101, 6.102 
• avid photographer 
• wants to work in imaging 
• has ever used a camera 
• retouched images 
• stitched a pano? time lapse? 
• HDR 
• know f number? change ISO? 



What the class is not about
• Little about art, photographers 
• Little about EE & optics (sensors, A/D, etc) 
• Not how to use Photoshop 

- But how its coolest tools work 
• Not much about 3D imaging 
• Not too much fundamentals of signal processing 
• Not much computational imaging, no tomography, 

no radar, no microscopy 
• Not much computer vision, computer graphics 
• We avoided overlap with 6.4400 and 6.8300 
• Not much deep learning / generative AI



What the class is about
• Software aspects of computational photography 

- but a bit of  hardware as well, lens technology, new 
camera designs 

• Basic tools 
- Linear & non-linear image processing, color 

• Emphasis on applications 
- High-dynamic range photography, photomontage, 

panoramas, foreground extraction, inpainting, 
morphing



Non-Photo motivation
• It's about any kind of data ! 

- Speech, motion, geometry, etc.  
- Example:  

- Music 
- Motion graphs 
- Poisson mesh editing 
- BTF shop 

• Lots of fundamental numerical tools



Questions?



Syllabus 
(tentative)



Syllabus
• Color and color perception  
• Demosaicing 



Syllabus
• High Dynamic 

Range Imaging  
• Bilateral filtering 

and HDR display  
• Matting



Syllabus
• Panoramic imaging  
• Morphing 

• Spatial warping operations 



Syllabus
• Gradient image manipulation 



Syllabus
• Future cameras  
• Plenoptic function and 

light fields 



Syllabus
• Fourier transform and deblurring

Basis  Basis  



Halide & performance 
• Make parallelization, vectorization, tiling, kernel fusion, 

etc. easy 
• Decouple the algorithm from the optimization/schedule

Online Submission ID: 0141

67 lines
3800 ms

3 ms (1267x)CUDA GPU:

148 lines
7 lines
55 ms

Vectorized MATLAB:
Quad-core x86:

Halide algorithm:
schedule:

Quad-core x86:

Camera Raw Pipeline Local Laplacian Filter Snake Image SegmentationBilateral Grid

11 ms (42x)CUDA GPU:

122 lines
472ms

34 lines
6 lines
80 ms

Tuned C++:
Quad-core x86:

Halide algorithm:
schedule:

Quad-core x86:

51 msQuad-core x86:

463 lines
772 ms

Optimized NEON ASM:
Nokia N900:

145 lines
23 lines
741 ms

Halide algorithm:
schedule:

Nokia N900:

48 ms (13x)CUDA GPU:

262 lines
627 ms

62 lines
7 lines
293 ms

C++, OpenMP+IPP:
Quad-core x86:

Halide algorithm:
schedule:

Quad-core x86:

3.7x shorter
2.1x faster

70x faster3x shorter
5.9x faster

2.75x shorter
5% faster than tuned assembly

Porting to new platforms does not change the algorithm code, only the schedule

Figure 2: We compare algorithms in our prototype language, Halide, to state of the art implementations of four image processing applications,
ranging from MATLAB code to highly optimized NEON vector assembly [Adams et al. 2010; Aubry et al. 2011; Paris and Durand 2009; Li
et al. 2010]. Halide code is compact, modular, portable, and delivers high performance across multiple platforms. All speedups are expressed
relative to the reference implementation.

To understand the challenge of efficient image processing, consider52

a 3 ⇥ 3 box filter implemented as separate horizontal and vertical53

passes. We might write this in C++ as a sequence of two loop nests54

(Fig. 1.a). An efficient implementation on a modern CPU requires55

SIMD vectorization and multithreading. But once we start to ex-56

ploit parallelism, the algorithm becomes bottlenecked on memory57

bandwidth. Computing the entire horizontal pass before the verti-58

cal pass destroys producer-consumer locality—horizontally blurred59

intermediate values are computed long before they are consumed60

by the vertical blur pass—doubling the storage and memory band-61

width required. Exploiting locality requires interleaving the two62

stages, by tiling and fusing the loops. Tiles must be carefully sized63

for alignment, and efficient fusion requires subtleties like redun-64

dantly computing values on the overlapping boundaries of interme-65

diate tiles. The resulting implementation is over 10⇥ faster on a66

quad-core CPU, but together, these optimizations have fused two67

simple, independent steps into a single intertwined, non-portable68

mess (Fig. 1.b).69

We believe the right answer is to separate the intrinsic algorithm—70

what is computed—from the concerns of efficient mapping to ma-71

chine execution—decisions about storage and the ordering of com-72

putation. We call these choices of how to map an algorithm onto73

resources in space and time the schedule.74

Image processing exhibits a rich space of schedules. Pipelines tend75

to be deep and heterogeneous (in contrast to signal processing or76

array-based scientific code). Efficient implementations must trade77

off between storing intermediate values, or recomputing them when78

needed. However, intentionally introducing recomputation is sel-79

dom considered by traditional compilers. In our approach, the pro-80

grammer specifies an algorithm and its schedule separately. This81

makes it easy to explore various optimization strategies without ob-82

fuscating the code or accidentally modifying the algorithm itself.83

Functional languages provide a natural model for separating the84

what from the when and where. Divorced from explicit storage,85

images are no longer arrays populated by procedures, but are in-86

stead pure functions that define the value at each point in terms of87

arithmetic, reductions, and the application of other functions. A88

functional representation also allows us to omit boundary condi-89

tions, making images functions over an infinite integer domain.90

In this representation, the algorithm only defines the value of each91

function at each point, and the schedule specifies:92

• The order in which points in the domain of a function are eval-93

uated, including the exploitation of parallelism, and mapping94

onto SIMD execution units.95

• The order in which points in the domain of one function are96

evaluated relative to points in the domain of another function.97

• The memory location into which the evaluation of a function is98

stored, including registers, scratchpad memories, and regions of99

main memory.100

• Whether a value is recomputed, or from where it is loaded, at101

each point a function is used.102

Once the programmer has specified an algorithm and a schedule,103

our compiler combines them into an efficient implementation. Op-104

timizing execution for a given architecture requires modifying the105

schedule, but not the algorithm. The representation of the schedule106

is compact (e.g. Fig. 1.c), so exploring the performance of many107

options is fast and easy. We can most flexibly schedule operations108

which are data parallel, with statically analyzable access patterns,109

but also support the reductions and bounded irregular access pat-110

terns that occur in image processing.111

In addition to this model of scheduling (Sec. 3), we present:112

• A prototype embedded language called Halide, for functional113

algorithm and schedule specification (Sec. 4).114

• A compiler which translates functional algorithms and op-115

timized schedules into efficient machine code for x86 and116

ARM, including SSE and NEON SIMD instructions, and117

CUDA GPUs, including synchronization and placement of data118

throughout the specialized memory hierarchy (Sec. 5).119

• A range of applications implemented in our language, com-120

posed of common image processing operations such as convolu-121

tions, histograms, image pyramids, and complex stencils. Using122

different schedules, we compile them into optimized programs123

for x86 and ARM CPUs, and a CUDA GPU (Sec. 6). For these124

applications, the Halide code is compact, and performance is125

state of the art (Fig. 2).126
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Good pictures

http://fredodurand.net/

http://fredodurand.net/


Ethics



Assignments



Basics
• Brightness, contrast, black and white 
• Color spaces, saturation 
• Spanish Castle illusion 
• Histograms

http://www.johnsadowski.com/big_spanish_castle.php

http://www.johnsadowski.com/big_spanish_castle.php


convolution & denoising
• Blur, unsharp mask 

• Denoising with the bilateral filterToday: Denoising

Today: DenoisingAfter Bilateral:



Resampling & Morphing
• Image rescaling & rotation 
• Morphing one face into another one



Demosaicking
? ? ?
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? ? ?
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HDR imaging & tone mapping

Before After

http://www.loc.gov/exhibits/empire/
http://www-users.mat.uni.torun.pl/~olka/


Panoramas
• Manual pano 
• Automatic pano using features



Non-Photorealistic Rendering



Choose your own p-set (or project)



Schedule (tentative)
• https://docs.google.com/spreadsheets/d/1urjyF-

u8TIn2z3u5Gtjgtn66J89kEORsT_83OIe_s60/edit?gid=0#gid=0  

Table 1

Week of Tuesday lecture Wednesday PSet due Thursday lecture

9/1 Intro

9/8 Images, C++ 0 warmup to C++ Convolution

9/15 Noise, bilateral filter 1 Basic image processing Color

9/22 demosaicking 2 Convolution, bilateral HDR

9/29 tone mapping 3 denoising, demosaicking resampling

10/6 morphing 4 HDR, tone mapping homography

10/13 Harris 5 Morphing Ransac, photo tourism

10/20 blending 6 homography, manual panorama Halide I

10/27 Halide II Halide III

11/3 Lens design 7 auto pano + blending Lens design

11/10 Veterans day gradient processing

11/17 Make good pictures 8 Non-Photorealistic Rendering sift, photo tourism

11/24 Image forensics Thanksgiving

12/1 graph cut Poisson

12/8 ethics 9 Choose your own pset

https://docs.google.com/spreadsheets/d/1urjyF-u8TIn2z3u5Gtjgtn66J89kEORsT_83OIe_s60/edit?gid=0#gid=0
https://docs.google.com/spreadsheets/d/1urjyF-u8TIn2z3u5Gtjgtn66J89kEORsT_83OIe_s60/edit?gid=0#gid=0
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Questions?



C++



Why C++ ?
• More efficient than java  

(because of compilation, memory) 
- ridiculously more efficient than python 
- sometimes 1,000x faster! 

• Still standard for many areas where 
performance matters (graphics, imaging) 

• Allows us to use Halide (even more efficient) 
• Good experience



C++ for Python programmers
• More clunky, less safe, wayyyy more efficiency 
• Compiled, not interpreted 

- translate all files into machine code,  
then execute from command line 

• Separation of header and implementation files



C++ for Python programmers
• More clunky, less safe, way more efficiency 
• Compiled, not interpreted 

- translate all files into machine code,  
then execute from command line 

• Separation of header and implementation files 
• Slightly different syntax, types first when declaring 

variables, no let 
• Fewer built-in high-order functions 
• Different I/O 
• Explicit memory management



C++ for Python programmers

http://cs.slu.edu/~goldwamh/publications/python2cpp.pdf

static type, declare variables

semicolon at the end of lines

curly bracket

parentheses, curly brackets



Resources for python folks
• http://users.aims.ac.za/~nneoma/cpp4py/

cpptut.html 
• http://cs.slu.edu/~goldwamh/publications/

python2cpp.pdf

http://users.aims.ac.za/~nneoma/cpp4py/cpptut.html
http://users.aims.ac.za/~nneoma/cpp4py/cpptut.html
http://cs.slu.edu/~goldwamh/publications/python2cpp.pdf
http://cs.slu.edu/~goldwamh/publications/python2cpp.pdf


Books



Files & Compilation (easy)
• no virtual machine, not interpreter, compiled to 

binary 
• 2 types of source files:  

- header (.h) contains class and function declaration 
- program (.cpp) contains implementation 

- exception:“inlined” methods implemented in .h 
- Originally for compiler efficiency purposes 
- Also nice for abstraction and separation of  interface 

and implementation 
• Use “make” on terminal to compile a project  

- makefile describes the build process 
- clunky and annoying



Image.h Image.cpp



Files & Compilation (easy)
• “#include” only header files (not “import”) 

- It needs a silly #ifndef  trick at the top of  .h to avoid 
including files twice 

- because compilers are not smart enough to figure out 
that a file was already included 

- so you leverage the so-called preprocessor, a kind of  
interpreted meta-language that gets run before 
compilation 

- Put each header file in a big #ifndef  statement that 
tests if  a preprocessor variable has already been 
defined. Then at the end of  it you define the variable 

- Will be done for you in template files. 



Image.h

...



Life outside of classes
• global variables 
• functions



Memory
• A computer’s memory can be seen as a big 1D 

array 
• Pointers are addresses to that memory 

- In C++ you can manipulate addresses/pointers 
directly (dangerous!) 

• Memory for your program can be split into 
- local to a function (on the stack)  
- global (heap) 

• We’ll mostly ignore these tricky issues



Classes
• implementation of methods (.cpp)  

separate from declaration (.h)  
• public and private *sections* 

- Private methods/field are accessible only to the class 
- no need to say for each method 

• constructor: class name 
• destructor  

- called ~ 
- always called for stack objects 
- but not heap/pointers, do it yourself  
- Not a huge concern for this class. 



Syntax
• Variables shouldn’t start with _ or __ 
• Scope operator :: in implementation file to say 

which class you’re implementing:  
- MyClass::myFunction 
- because .cpp files could deal with multiple classes 

• semicolon at the end of class definition 
- otherwise error in next file!



Value, reference, pointer (hardish)
• How do we pass inputs to functions/methods?  
• Does the function/method work on a copy or 

on the original ? 

• Two considerations:  
- Do we want to modify the original ? 
- Efficiency



Value, reference, pointer (hardish)
• int myFunction(MyClass myObject) 

- value: copies the object (UNLIKE JAVA) 
- Can be costly 

• int myFunction(MyClass *myObject) 
- pointer: just passes the address. We won’t use 

• int myFunction(MyClass &myObject) 
- reference: modifiable version of  the original object 
- not copied in memory, faster  
- Invoked the same way as passing by value  

• Pointers & references are mostly similar 
- But we will avoid pointers as much as possible



const: important but overloaded
• Declare a constant 
- const int size = 5

• For class method declaration, says that it wont 
mutate the object (e.g. getters) 
- int width() const;

• In function parameter:  
parameter won’t be modified 
- int myFunction(const MyClass &myObject);
- Passed by reference for efficiency reasons  
- that’s the way we pass most parameters 
- means the method will only be allowed to use const 

methods



(semi advanced) C++ const
• A class can have two functions:  
int myFunction(MyClass &myObject) const 
int myFunction(MyClass &myObject) 

• How does the compiler know which to use?  
• Think of it like a type 

- just like you can have the same function name with an 
int or float argument
- int f(int n) as well as int f(float x)
- when you call f(0.5) vs f(1) the compiler knows which 

version to call
- The type system then chooses methods accordingly

• But why? Because const function can only call func 
functions for safeguarding



Memory 1
• (not too bad, not important for this class) 
• Explicit management 

- new, delete, no garbage collector 
- but in this class, we won’t worry too much about 

memory leaks 
• Stack object  

- created without new 
- MyClass myObject();  

unlike Java, this creates an object  
(on the stack, not heap)



Memory 2: unsafe (very painful)
• Unsafe arrays 

- myArray[size+100]=0;  
will compile, run, and modify an arbitrary part of  
memory 

- will often result in a segmentation fault 
- or will corrupt a completely unrelated variable



Memory 2: unsafe (very painful)
• Unsafe arrays 

- myArray[size+100]=0;  
will compile, run, and modify an arbitrary part of  
memory 

- will often result in a segmentation fault 
- Uninitialized pointer (or why we avoid them) 
-MyClass *myObject; 
-myObject->doSomething()
- will try to run the doSomething method on the 

arbitrary address pointed to by the initialized pointer 
- In both will often crash at a completely 

difference place from where the problem is



Image.h Image.cpp



Recap: hard parts
• Errors not always thrown where the problem is 

- forget ; at the end of  class definition, error in next file 
- out of  bound writes or uninitialized pointers corrupt 

memory and could crash at any time.  
- When you get segmentation fault, look for array or 

pointer operations.  
(but hopefully we won’t use pointers)



Development
• Use either the terminal or your favorite IDE 

- xcode, eclipse 
- Just make sure things compile on our end! 

• Write images to disk  
- view with your favorite viewer 

• Use lots of print statements, assert, image 
write 
- Choose good debugging inputs 

• Google and stack overflow are your friends, 
especially for compiler errors and C++ syntax 
- You can try AI too but acknowledge it



Images  
in C++



Digital Images
• Can be encoded as 2D arrays of RGB triplets 
• Formally:  

- The domain is the 2D plane 
- The range is the RGB space 

• Other color spaces are possible and will be 
used 

• Values often encoded as 8 or 16 bit integers 
- But we will use floats in [0...1] to make life easier



Arrays 
• C++ vector 

- dynamically sized 
- templatized by type, float in our case 

• Created with  
• data = std::vector<float>(size,initialValue);

- for a float array with an initial value 
• References:  

- http://www.codeguru.com/cpp/cpp/cpp_mfc/stl/
article.php/c4027/C-Tutorial-A-Beginners-Guide-to-
stdvector-Part-1.htm 

- http://www.cplusplus.com/reference/vector/vector/ 

http://www.codeguru.com/cpp/cpp/cpp_mfc/stl/article.php/c4027/C-Tutorial-A-Beginners-Guide-to-stdvector-Part-1.htm
http://www.codeguru.com/cpp/cpp/cpp_mfc/stl/article.php/c4027/C-Tutorial-A-Beginners-Guide-to-stdvector-Part-1.htm
http://www.codeguru.com/cpp/cpp/cpp_mfc/stl/article.php/c4027/C-Tutorial-A-Beginners-Guide-to-stdvector-Part-1.htm
http://www.cplusplus.com/reference/vector/vector/


1D to 3D
• vectors only have one 1D index 
• turn 2D index into 1D one through strides 

- pixel at x, y, stored at y*width+x 
- width is called the “stride” 

• For 3D inde x, y, c where c is the color channel: 
- y*width*numChannels+x*numChannels+c

0 1 2 3
4 5 6 7
8 9 10 11
12 13 14 15

0 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15

2D array

1D vector encoding
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Pset 0
• Just a warm up 
• familiarize yourself with C++ 
• compile 
• write minimal code 
• use vectors 
• Basic brightness/contrast


